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Automated detectors are routinely used in learning analytics for high-stakes, high-risk interventions. Such
interventions depend on detectors with a low rate of false positives (i.e., predicting the construct is present when
itis not present) in order to avoid giving an intervention where it is not needed, especially when such interventions
can be costly or even harmful. This in turn suggests that such a detector needs to have high precision at the cut-off
used by the detector for decision-making. However, high precision is difficult to achieve for the common case
where the base rate of the target construct is low. In this paper, we demonstrate the difficulty of achieving high
precision for low base rates, and demonstrate how other metrics (such as F1, Kappa, Specificity, and AUC ROC) are
insufficient for this specific use case and situation, despite their merits and advantages for other use cases and
situations.
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1 INTRODUCTION

Our field is, to a large extent, built on detectors - mathematical or computational models that infer something
about the learner or the learning situation. We develop dashboards and reporting [1, 2, 3] that often embed
inferences made by models and detectors. Such inferences are often used by instructors, teachers, and other
stakeholders to make decisions [4, 5], including some high-stakes decisions [6]. Detectors can also be used as the
basis of an automated intervention, such as deciding to send the student an automated email warning [7], offering
automated scaffolding [8], or selecting which material the student will work on next [9]. Intervention of these
types are not the only ways that detectors are used in our field - they are also used as components in analyses to
study a range of research questions [10, 11, 12]. But intervention is a highly common use of detectors in LAK.

Interventions are sometimes fail-soft and sometimes high-stakes [13]. In other words, sometimes an
intervention can safely be given to a student who doesn’t need it, and sometimes an intervention is sufficiently
costly or harmful if mis-applied, that we want to avoid giving it to the wrong students. An intervention can be
high-stakes either for the receiving student (a risk of harm to the student if mis-applied) or the organization or
individual delivering the intervention (costing too much time or resources). It is therefore important to carefully
consider detector performance - and the best way to assess anticipated performance - to account for imperfect
predictions. However, performance can be evaluated in many ways, and it can be hard to know which way of
evaluating performance is best.

This issue becomes even more complicated when we consider that while sometimes the behavior or student
state or situation that we are interested in intervening on is common, other times it is uncommon, or even rare.
The field of Learning Analytics has traditionally examined constructs with a range of base rates (frequency of the
state of interest), and many of the behaviors and student states we are interested in detecting have low base rates
- that is to say, those behaviors and student states are uncommon or rare, yet they are still important to detect
and respond to from an learning perspective. For example, cognitive-affective states such as curiosity, anxiety, and
surprise are reported quite rarely (often less than 5%; [14]). However, each of these represents a theoretically
and practically important experience during learning that may be an ideal place to offer an automatic response
[15]. Some disengaged behaviors associated with long-term outcomes are similarly rare [12]. States like
frustration and mind wandering can also occur with a disproportionately low frequency, on the order of 10-15%
of the time [16, 17].

Situations with a combination of a high-stakes intervention and low base rate are seen fairly often in our
community, particularly for applications such as at-risk prediction. However, it is not always acknowledged how
difficult this task can be: it can be hard to tell if a detector is excellent, good enough with some caveats, or
completely missing the mark for deploying an intervention for a behavior that is critical, but simply doesn’t occur
often. The qualities needed for a detector will vary if the intervention it is combined with is high-risk (harmful if
mis-applied) compared to an intervention that is lower-risk. Models are sometimes evaluated with metrics that
are not appropriate for their specific application. Previous work has pointed out some of these issues [18, 19, 20].
For example, [20] noted that overprediction of the majority class (i.e., the one that is more common in the data -
such as “not confused” occurring more often than “confused”) is quite common in existing published work. This is
not surprising, yet it has important implications for responding to the target behavior. Along these lines,
commonly used metric like accuracy, F1, and kappa are unlikely to be the best metric to guide intervention
decisions when data is highly imbalanced since they do not distinguish performance between the majority and
minority classes - thus not necessarily picking up on the overprediction mentioned above [19]. Researchers in
our community often know about the limitations of accuracy, but other aggregate evaluation metrics (kappa, F1)
also have challenges in distinguishing between false positives and false negatives (e.g., consider overpredicting
confused vs. not confused), and are likely to be impacted by low base rates [19].




Previous discussions related to LA constructs have focused on comparing metrics like F1, kappa, AUC ROC, etc.
with a goal of providing recommendations for what metrics to report and use for evaluation; here we suggest that
such a generalized recommendation may not be fruitful, and instead argue that there are some contexts when a
generally recommended and useful metric would be unhelpful (or even misleading) for the situation when the
base rate of the behavior/state we care about supporting is very low. As we will discuss below, in situations
where the goal is to apply a single intervention while ensuring it is only given to students who need it, the metric
of precision is likely the most appropriate. However, precision is often not considered. Precision - whether
everyone who receives an intervention needed it - is important when an intervention is harmful if mis-applied; in
those cases, we want to minimize applying interventions when they are not warranted. But insufficient attention
is often given to how difficult it can be to achieve good precision when base rates are low. In other words, our
community is routinely taking on a challenge (high-stakes intervention for low base rate constructs) that it is
mathematically difficult to succeed at. In the following section, we demonstrate this challenge using examples of
three different base rates for the behavior that would require an intervention (50%, 10%, 2%). We then follow up
by demonstrating how AUC ROC (a metric with many merits and uses [18]) and specificity cannot provide this
same information (despite their other merits and uses).

2 ANALYSIS OF PRECISION

Let us start by setting the stage with a situation often seen in learning analytics practice. We have developed an
intervention that we expect to have a larger positive impact when given to a student who needs it, but it is costly
to provide. Perhaps it is time-consuming for a teacher or school leader to provide. Perhaps it is financially costly.
Perhaps it has negative impacts on the student if given to a student who does not need it. In a case like this, we
want to avoid giving this intervention to students who do not need it. In other words, we want to capture as many
true positive cases (i.e., predicting the behavior correctly when it actually occurred) as possible but avoid false
positives (i.e., predicting the behavior incorrectly when it did not actually occur), where a model labels negative
cases as positive. In other words, we want our detector driving selection of this intervention to have high
precision. A relatively large number of learning analytics interventions have this property, including tutoring
programs given to at-risk students [21], interventions given by highly busy academic advisors [7], and intrusive

automated responses to disengaged behaviors [22].
True Positive Count

This metric, precision, is mathematically defined as . Let us say, for the sake

True Positive Count+False Positive Count
of our upcoming case studies, that we want a precision of 0.8 or better for our high-stakes intervention. In other

words, we want at least 80% of the cases that the detector labels as positives to be true positives.

In such a case, we might be willing to tolerate a lower level of recall, where recall is defined as
True Positive Count

— - .Let us say that we are willing to miss half of the students who are in need
True Positive Count+False Negative Count

(perhaps because we cannot afford to give interventions to all students in need anyway). Making some concrete
impact is better than the current state of affairs. In that case, we would be willing to accept a recall of 0.5 or better.
In other words, we want at least 50% of the cases that are positives in the data to be labeled as positives by the
detector.

In this case, then, it is important that we find a detector with precision of 0.8+ and a recall of 0.5+ for the right
class. Sometimes packages provide metrics for the class labeled “1” by default; in other cases, packages provide
metrics for the majority class. In general, whichever class is our class of interest - whichever class is the class
receiving the intervention - this is the class that we should be calculating precision and recall for. Not the other
class; not an average of the two classes. In general, below, for simplicity, we will treat the positive class as the
class of interest as we walk through a set of case studies.

Figure 1 shows the false positive rate and Kappa for each of the following case studies. Also, for simplicity, our
examples below will each consist of 10,000 data points.



2.1 Case study 1: Base rate of intervention class = 0.5

How does the base rate impact the difficulty of achieving our standard for intervention (precision of 0.8+ and
recall of 0.5+)? Let us first consider the easiest case: where the positive class and negative class are evenly
balanced 50/50 (i.e., base rate = 0.5).

In this case, we have 5000 positive cases (P) and 5000 negative cases (N). In this case, we can achieve a recall
of 50% if we have 2,500 true positives TP (5000 + 2) and therefore 2,500 false negatives FN (5000 - 2500).

Now, we want to calculate the number of false positives FP that gives us a precision of exactly 80%. To have a
precision of 80%, we need for TP/(TP+FP) to equal 0.8. By simple algebra, there must be 625 false positives FP to
have a precision of 0.8. If there are 625 false positives out of a set of 5000 actual negatives, then the false positive
rate FP/(Total N) equals 0.125. In other words, precision of 0.8 and recall of 0.5 is achieved by a true positive rate
of 50% and a false positive rate of 12.5%.

This model achieves a fairly modest Cohen’s Kappa of 0.37. This is a good model. It does not seem particularly
hard to achieve, although we already - even with fully balanced data - have a ratio of true positives to false
positives of 4:1 (mathematically the same as that 80% precision - 80%/20% is 4:1).
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Figure 1: False Positive Rate and Kappa for Different Base Rates and Precision

2.2 Case study 2: Base rate = 0.1

So now let us consider a case where the base rate is a realistic but more challenging 10% (i.e., base rate = 0.1), a
common base rate in learning analytics applications. In this case, we have 1000 positive cases P and 9000
negative cases N. In this case, we can achieve a recall of 50% if we have 500 true positives TP (500 + 2) and
therefore 500 false negatives FN (1000 - 500).



Now, we want to calculate the number of false positives FP that gives us a precision of exactly 80%. To have a
precision of 80%, we again need for TP/(TP+FP) to equal 0.8. By simple algebra, there must be 125 false positives
FP to have a precision of 0.8. If there are 125 false positives out of a set of 9000 actual negatives, then the false
positive rate FP/(Total N) equals 0.0139. In other words, precision of 0.8 and recall of 0.5 is achieved by a true
positive rate of 50% and a false positive rate of 1.39%.

This model achieves a better Cohen’s Kappa of 0.58. It has to have a better Kappa; it has to do a much better job
of avoiding false positives than the balanced model in order to still achieve a precision of 0.8.

Thus, this model has to be an excellent model to achieve similar results to the example above. It is only mis-
classifying a negative example as positive 1.39% of the time. How many models in our field successfully achieve
this? Is this a reasonable standard?

2.3 Case study 3: Base rate = (.02

Now let us consider a case where the base rate is a very low 2% (i.e., base rate = 0.02). This may seem extremely
low, but constructs of interest to learning analytics research and practice can often be rare, such as specific forms
of gaming the system [23], affective states such as frustration [24], and school events such as a student being
suspended [25]. The detection of increasingly rare constructs becomes more feasible with the advent of
increasingly massive educational data sets [26, 27, 28]. A construct can be rare but highly important to student
outcomes (as both gaming the system and school suspension have been found to be), yet the way we evaluate our
detectors can play a huge role in whether we catch the actual instances of the behavior/state vs. simply (and
accurately) predicting that it mostly will not happen. We can see this by examining an example with an extremely
low base rate of 2%.

In this case, we have 200 positive cases P and 9800 negative cases N. In this case, we can achieve a recall of
50% if we have 100 true positives TP (200 + 2) and therefore 500 false negatives FN (200 - 100).

Now, we want to calculate the number of false positives FP that gives us a precision of exactly 80%. To have a
precision of 80%, we again need for TP/(TP+FP) to equal 0.8. By simple algebra, there must be 25 false positives
FP to have a precision of 0.8. If there are 25 false positives out of a set of 9800 actual negatives, then the false
positive rate FP/(Total N) equals 0.0026. In other words, precision of 0.8 and recall of 0.5 is achieved by a true
positive rate of 50% and a false positive rate of 0.26%.

This model achieves a slightly better Cohen’s Kappa of 0.61. At this point, the majority class is so dominant that
reducing the false positive rate by around 80% doesn’t budge Kappa much (roughly a .03 increase).

Do we actually expect any learning analytics model to achieve a false positive rate of 0.26%?

2.4 Case study 4: Base rate = 0.02, precision = 0.5

Perhaps, you say, a precision of 80% is simply unrealistic for a base rate of 2%. Perhaps you are willing to accept
lower precision - 50%, say. Lower precision may be more acceptable when the intervention applied is relatively
fail-soft - where intervention is not costly and students will not be harmed by the intervention. Does lowering the
precision rate that we are willing to accept make things a bit more feasible? Let’s take a look.

As with case study 3, we have 200 positive cases P and 9800 negative cases N. Again, we can achieve a recall of
50% if we have 100 true positives TP (200 + 2) and therefore 500 false negatives FN (200 - 100).

Now, we want to calculate the number of false positives FP that gives us a precision of exactly 50%. To have a
precision of 50%, we again need for TP/(TP+FP) to equal 0.5. By simple algebra, there must be 100 false positives
FP (the exact same number as TP) to have a precision of 0.5. If there are 100 false positives out of a set of 9800
actual negatives, then the false positive rate FP/(Total N) equals 0.0102. In other words, precision of 0.5 and recall
of 0.5 is achieved by a true positive rate of 50% and a false positive rate of 1.02%.

That’s not all that much easier; it’s still slightly harder than achieving a precision of 0.8 for a base rate of 0.1.
Once base rates get very low, it’s a rather difficult proposition to achieve even fairly modest precision, highlighting



why it is important to consider when attempting to respond to behaviors and states that are rare, yet important to
address.

2.5 Summary so far: Implications for precision

As the previous section demonstrates, good precision is difficult to achieve for minority classes in imbalanced
data. What are the implications of that? For one thing, it suggests that a certain class of intervention -
interventions that have significant benefits if applied properly, but that have significant costs if mis-applied - may
be infeasible for the level of quality of models and base rates we typically see at LAK, EDM, and related
communities. This type of intervention depends on high precision, which is difficult to achieve with low base
rates.

However, that does not mean that all of our years of modeling effort is futile. There remain many uses of
models that are not problematic: First, many interventions are fail-soft [13]: beneficial when applied correctly, but
not particularly expensive or problematic if mis-delivered. Examples of fail-soft interventions include email
reminders to start assignments [29], mastery learning-based problem selection within intelligent tutoring
systems where giving the student an extra problem or two involves limited time cost [9], and supportive
automated messages for student affect [30]. In these cases, even fairly low precision is acceptable, so long as recall
is high, but it is still more advantageous on the whole to use an algorithm than to simply provide the intervention
to everyone.

Second, not all interventions use binary differentiation. Many at-risk prediction systems used at scale in the
real world instead provide probabilities or ordinal risk buckets to teachers and school leaders (e.g., [6]), a form of
reporting that reduces the risks of making decisions based on a single threshold with low precision. In particular,
even if the highest-risk bucket has a low base rate, middle levels of risk will be associated with higher base rates,
reducing the likelihood of very low precision while still representing a valuable differentiation from the lower
levels of risk. In general, this form of reporting requires greater analytics literacy from its users and stakeholders
than a single pre-chosen threshold, but in turn offers greater support for making decisions informed by
considerations of precision, recall, benefit and cost.

Third, automated detectors and models are often used in our field within discovery with models analyses [31]
(e.g., [10, 11, 12]), where the algorithm’s outputs are used as a component in another analysis for basic discovery
- such as correlation or statistical models or cluster analysis. In these cases, probabilities are often retained rather
than thresholding to binaries, so the subtle differences captured by differences in probability are retained, and
therefore the challenge of minimizing false positive rates with highly imbalanced data is bypassed. We return to
this case at the end of the next section.

3 ANALYSIS OF AUC-ROC

Let us turn now to an alternate metric: AUC ROC [32]. AUC ROC is both the area under the ROC curve (which
shows the trade-off between false positive rates and true positive rates for all possible cut-off thresholds) and the
probability that if the model is given one positive case and one negative case, it will accurately distinguish which
is which [33].

We compare to AUC ROC, as it is very commonly used in our community and many have argued that it is the
most informational metric overall [34, 18]. Further, AUC ROC has been argued to be particularly relevant for
evaluating at-risk prediction [32], a key application of learning analytics that can vary considerably in its base rate
[35]. In line with our discussion about precision above, we consider whether the generally recommended use of
AUC ROC may have similar issues when the intervention behavior only occurs at a low probability.

To be clear, we believe that AUC ROC is a valuable metric. However, it provides information on something very
different from precision; it is relevant to different model uses than precision, and an excellent AUC ROC is not
indicative of an excellent precision (and vice-versa). In particular, AUC ROC cares equally about the entire
distribution of data and probability, whereas precision represents a single threshold. For predicting the minority




class for a low base rate, that decision threshold must necessarily be near the end of the probability spectrum for
the model - the goal is to capture a small number of positive cases (high proportion true positives) and avoid
capturing more than a small number of negative cases (very low proportion false positives).

Take, for instance, the case where base rate = 0.1, precision = 0.8, and recall = 0.5. From above, we know that to
achieve precision of 0.8 and recall of 0.5 for a base rate of 0.1, we need to capture 500 true positives but no more
than 175 false negatives. This represents only 6.25% of the overall 10,000 data points, creating an ROC curve that
anchors at an X value of 1.25% (125 false negatives is 1.25% of the overall 10,000 data points). All data to the
right of there on the graph - with probabilities lower than the cut-off threshold - are irrelevant to the calculation
of precision, but represent 93.75% of the data and 98.75% of the X values that area can be determined for. As
Figure 2 shows, a broad range of AUC values can be obtained for this one anchor point: from barely above chance
to barely below perfect. As such, AUC ROC is telling us something fundamentally different than precision; it tells
us how a model functions across all prediction thresholds. As such, it is useful for applications where multiple
prediction thresholds are used (e.g., [6]) or for correlational or cluster analysis using predictions (e.g., [10, 11,
12]), but not when a single decision threshold is used and we care about that single decision threshold’s precision.
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This is even more extreme for a base rate of 0.02. In this case, to achieve a precision of 0.8 and recall of 0.5, we
need to capture 100 true positives but no more than 25 false negatives. This represents only 1.25% of the overall
10,000 data points, creating an ROC curve that anchors at an X value of 0.25% (25 false negatives is 0.25% of the
overall 10,000 data points). All data to the right of there on the graph - with probabilities lower than the cut-off
threshold - are irrelevant to the calculation of precision, but represent 98.75% of the data and 99.75% of the X
values where area can be determined.

Keeping this base rate and recall but reducing expected precision to 0.5 makes almost no difference. To achieve
this, we need to capture 100 true positives and no more than 100 false negatives. This represents only 2.0% of the
overall 10,000 data points, creating an ROC curve that anchors at an X value of 1.0% (100 false negatives is 1% of
the overall 10,000 data points). All data to the right of there on the graph - with probabilities lower than the cut-
off - are irrelevant to the calculation of precision, but represent 98% of the data and 99% of the X values that area
can be determined for.

AUC ROC, by design, is focused on model performance across the entire spectrum of probability values and
thresholds. It can tell its user how well a model performs overall. Ironically, it is often considered more robust to
class imbalance issues than metrics like precision, F1, kappa, or accuracy, as those other metrics are highly
impacted by skew [19]. In that paper, they briefly state that “while ROC was unaffected by skew, the precision-
recall curves suggest that ROC may mask poor performance in some cases” [19 p.249] but do not offer further
detail. Here we see that low precision can occur for high or low AUC ROC - for a low base rate, the two metrics
measure very different things.

AUC ROC'’s properties are relevant for determining if a model is good for some common uses in our
community. To be a bit tautological, assessing model performance across the entire spectrum of probability



values and thresholds is good if it is the probability values we care about, and we care equally about the entire
spectrum of those values.

As mentioned in the previous section, a common case where that is what we care about is in the use of the
model’s outputs in discovery with models types of analyses, where we conduct some data mining or statistical
procedure using the probabilities. This can include correlation mining, statistical tests, structural equation
modeling, and use as covariates or matching in quasi-experimental statistical methods, for instance. It can include
using probabilities of a detector as a feature within another detector or model, as well, although the degree to
which the limitations of a model either propagate or are controlled for by the follow-on model is still poorly
understood. In many such analyses, we care about overall ability to distinguish categories, and care equally about
performance across the entire spectrum of probability -- because that information is being used, rather than being
most ignored by an intervention selecting only a very small proportion of the cases. In addition, as mentioned in
the previous section, AUC ROC may also be appropriate for intervention and reporting approaches that do not
involve a single binary threshold.

4 ANALYSIS OF SPECIFICITY

Specificity is another metric sometimes seen in learning analytics and related communities. Specificity measures
the proportion of true negative results among all cases where the construct is not present: TN/(TN+FP).
Specificity provides valuable information about the ability of a measure to correctly identify cases where the
construct is not present. However, it is still vulnerable to differences in base rates, and specificity can be
misleading when prevalence is low, since it can remain very high even when precision is very low.

Take for example, our scenario presented earlier where the base rate is 0.02 and the recall is 0.5. If a
respectable specificity of 0.8 is achieved, then with 1000 data points, and a base rate of 0.02, there are 20
positives and 980 negatives. Recall of 0.5 means 10 TP and 10 FN. Specificity - TN/(TN+FP) -- of 0.8
mathematically produces a 4:1 ratio which is 784 TN and 196 FP. These numbers give us a precision -
TP/(TP+FP) -- of 10/(10+196) which equals 0.049. Hence, both sensitivity and specificity can achieve respectably
high values, but when base rate is low, precision can be quite poor.

S DISCUSSION AND CONCLUSIONS

Some of the most important events and states during a learner’s experience may be quite uncommon. But they
may be highly important for the learner’s eventual outcome. Some of the most widely used metrics paint a murky
picture of how well a given model is performing at identifying uncommon and rare constructs. In this paper, we
have argued that high precision is essential when delivering high-risk interventions for high-stakes, yet low
occurrence events, but also that high precision is very difficult to achieve for constructs with low base rates. We
have also demonstrated how another popular metric, AUC ROC, is not informative about model performance for
this use case, though - as we discuss - it remains highly meaningful for other use cases.

The information presented in this paper falls into a curious category of knowledge. It is not particularly
challenging to discover the properties shown in this paper. Related claims are made in passing in other papers
(such as [19 p.249] noting that “precision-recall curves suggest that ROC may mask poor performance in some
cases”). Introductory machine learning courses discuss the importance of precision (including popular learning
analytics courses [34]).

And yet, popular articles recommending practices for intervention [32] and these same introductory courses
do not specifically discuss the challenges presented here and often make recommendations contrary to what is
shown here. More importantly, it is not unusual in our field to see papers attempting to develop detectors for
high-stakes interventions for low base rate constructs, or failing to report precision when reporting detectors
intended for intervention. As such, we present this article to crystallize understanding around these issues, and
drive towards more thoughtful consideration of the difficulty of achieving good precision for rare constructs, and
the necessity of doing so for certain types of intervention.



Detection is complex, and the quality of a detector is multi-faceted. No single metric captures all aspects of
quality. In this article, we argue that a specific metric - precision - is particularly important for high-stakes
intervention, and it is particularly difficult for rare constructs. We hope that through considering this carefully,
learning analytics researchers and practitioners can clearly discern whether their detector is “good enough” for
their desired application by considering precision more often, and can identify cases in advance where it is
unlikely that the current state of the art will achieve performance that is good enough for actual use.
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